
VU Research Portal

Efficiency and fairness in ambulance planning

Jagtenberg, C.J.

2017

document version
Publisher's PDF, also known as Version of record

Link to publication in VU Research Portal

citation for published version (APA)
Jagtenberg, C. J. (2017). Efficiency and fairness in ambulance planning. [PhD-Thesis - Research and graduation
internal, Vrije Universiteit Amsterdam].

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

            • Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
            • You may not further distribute the material or use it for any profit-making activity or commercial gain
            • You may freely distribute the URL identifying the publication in the public portal ?

Take down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately
and investigate your claim.

E-mail address:
vuresearchportal.ub@vu.nl

Download date: 24. May. 2023

https://research.vu.nl/en/publications/44b06bb9-acfe-49bd-b035-4427699ae75a


EFFICIENCY AND FAIRNESS
IN AMBULANCE PLANNING

Caroline Jagtenberg



6
Improving fairness by time-sharing ambulances

Most papers on the ambulance location problem aim to maximize the total num-
ber of inhabitants covered. Such a problem often has one optimum, but there may
exist several near-optimal solutions. These have a similar overall performance but
differ on a smaller scale, such as individual villages. This raises the question: are
we making ‘arbitrary’ choices in terms of who gets coverage and who does not?
In this chapter we propose to share time between several good ambulance config-
urations in the interest of fairness. We first argue that the Bernoulli-Nash social
welfare corresponds to a form of fairness. We formulate a nonlinear optimization
model that computes the time shares such that the Bernoulli-Nash social welfare
is maximized. Our approach consists of a novel combination of simulation and
optimization. We include a case study for a realistically sized ambulance provider
in the Netherlands.

This chapter is based on:
C.J. Jagtenberg and A.J. Mason. Improving fairness in ambulance planning by
time-sharing. In preparation.

6.1 Introduction

An important aspect of EMS is positioning vehicles to provide a high level of
service. This is the objective of the ambulance location problem: how and where
to locate vehicles in order to effectively cover demand.

An overview of ambulance location models in literature can be found in [22]
and [71]. The majority of these models use mixed integer linear programming
to maximize the (expected) coverage, where coverage of a region refers to an
ambulance being able to arrive at that region within a specified response time
threshold.

Researchers tend to compute the ‘one and only’ optimum to such ambulance
location problems, but several near-optimal solutions may exist. These alterna-
tive solutions have a similar overall performance, but differ in terms of individual
villages or areas. This leads to ‘arbitrary’ choices in terms of who gets coverage
and who does not. If we allow different configurations at different times, we
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might be able to reach a long-term average performance that is almost equal to
the optimum, but more fair.

The ambulance location problem is usually solved to find one permanent
solution (a configuration that is to be followed at all times), but there are a
few exceptions. These exceptions define some aspect of the problem to vary
over time, and compute different solutions for different time periods. Examples
include [15, 95]: both are extensions of MEXCLP that incorporate temporal
varying demands. Another time-dependent model is introduced in [103], which
is an extension of the Double Standard Model. In [103] it is not the demand,
but the travel time that varies over time. Note that this is different from our
approach: we suggest to switch between different configurations, not because the
circumstances change, but in the interest of fairness.

To the best of our knowledge, this is the first work that suggests to share time
between several good ambulance configurations in the interest of fairness. Similar
to the work in Chapter 5, we define fairness in terms of the Bernoulli-Nash social
welfare function (SWF). However, in this chapter we investigate how this can be
used in the context of time sharing. This leads to a nonlinear optimization model,
which is the main contribution of this chapter. Furthermore, we implemented this
model for a realistic EMS region in the Netherlands, and show how the problem
can be approached using a novel combination of simulation and optimization.

The rest of this chapter is structured as follows. Section 6.2 describes related
work that illustrates the use of Bernoullli-Nash social welfare in time sharing.
Section 6.3 shows the Bernoulli-Nash optima for small ambulance location in-
stances - small enough to compute the optima by hand or brute force. Section 6.4
describes the optimization model that allows us to maximize the Bernoulli-Nash
social welfare for realistically-sized problem instances. We include a case study
in Section 6.5 and finish with our discussion in Section 6.7.

6.2 Preliminaries and related Work

This section defines fairness in terms of social welfare. For completeness, we recap
the three different SWFs that were introduced in Chapter 5. Furthermore, this
section shows how these functions can be applied in a context of time sharing.

6.2.1 Social welfare

Social welfare is measured as a function of the ‘utilities’ of individuals or sub-
groups of a society. For example, a commonly used function is the utilitarian
SWF. Let u

i

be the utility of a person in subgroup i, and let d
i

be the number
of people in subgroup i. If we let V denote the set of subgroups, the utilitarian
social welfare, fU is then given by

fU =

X

i2V

d
i

u
i

.
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Solutions that maximize utility do so by maximizing the sum of the individual
utilities. This is a common choice for social welfare in ambulance planning:
practically all models mentioned in the literature overview in [22, 71] aim to
maximize the total (expected) coverage, i.e., they seek a utilitarian solution where
utility is defined as coverage.

An alternative SWF is egalitarian, or ‘Rawlsian’, social welfare. This is de-
fined as the minimum utility over all sub-groups, regardless of the size of the
subgroup.

The model we will use is the Bernoulli-Nash SWF. This is defined as the prod-
uct of individual utilities, and consequently is more egalitarian than a utilitarian
measure in that it is more sensitive to the utility of the worse off individuals.
Using the notation that we introduced above, this can be written as

fBN =

Y

i2V

ud

i

i

.

The Bernoulli-Nash social welfare fBN corresponds to a form of fairness, as we
will demonstrate next.

6.2.2 A radio time sharing example
In this section we illustrate why it makes sense to use the Bernoulli-Nash social
welfare for time sharing. We do this by recapping an example found in [85,
Example 3.6]. Consider a group of n agents working together in a common
space, where the radio must be turned on to one of five available stations. The
agents have different tastes in music, and it is up to the manager to decide how
the time is shared fairly between the five stations. That is, the manager has to
decide timeshares �

i

, i = 1, . . . , 5, such that �
i

� 0 and �
1

+ �
2

+ . . . + �
5

= 1.
In this example, an agent can either like or dislike a station, i.e., we set her
utility for a certain station at 1 or 0.

A Basic Example
In its simplest form, each agent likes exactly one station and dislikes the other
four. Let d

i

denote the number of fans of station i, with d
1

+ · · ·+ d
5

= n. Note
that in this example, the utility of a person that likes station i is equal to �

i

.
A utilitarian manager would choose to play the station with the largest support
all the time. Note that if there are several such stations, mixing between them
is optimal as well. An egalitarian manager, however, would do the opposite:
play each station 1

5

th of the time.1 Note that this ensures everyone is happy 20
percent of the time.

The Bernoulli-Nash social welfare can be viewed as a compromise between
the two solutions above. We seek to maximize fBN =

Y

i

�d

i

i

, which is the

same as maximizing
P
i

d
i

log(�
i

). If we maximize this under the constraint

1assuming each station has at least one fan
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P
i

�
i

= 1, it leads to a solution of �⇤
i

= d
i

/n, i.e., the time share of each station

is proportional to the number of its fans.

An elaboration
In a slightly elaborated version of the example above, some agents are flexible, in
the sense that they like more than one radio station. The utility matrix is given
by:

Station
A B C D E

1 1 0 0 0 0

2 0 1 0 0 0

Agent 3 0 0 1 1 0

4 0 0 0 1 1

5 0 0 1 0 1

A utilitarian manager would choose to share the time between stations c, d and e,
such that there are always as many people as possible listening to a station they
like. Unfortunately for Agents 1 and 2, they never get to listen to a station of their
choice. An egalitarian manager would select �

a

= �
b

=

2

7

, �
c

= �
d

= �
e

=

1

7

,
such that every agent likes the music 2

7

th of the time.
The Bernoulli-Nash collective utility function again offers a compromise be-

tween the two solutions above, as it recommends to play each station 1

5

th of the
time. To see this, observe that outcomes a and b are symmetrical, hence will
receive the same time share x. Similarly, c, d and e are allocated the same time
share y. The Bernoulli-Nash maximization problem can then be written as

maximize fBN = x2

(2y)3 s.t. x, y � 0, 2x+ 3y = 1,

which indeed leads to x⇤
= y⇤ =

1

5

.
Next, we show how the concept of Bernoulli-Nash social welfare translates to

the ambulance location problem.

6.3 Motivating examples

In this section we consider two small instances of the ambulance location prob-
lem. In both instances, the demand is distributed over three locations or nodes,
labelled A,B and C. Each node i contains a fraction d

i

of the total demand.
There is one ambulance, which we can position in one of three bases (labelled 1,
2 and 3). The decision variables are �

b

, the fraction of time that the ambulance
should spend at each base b.

We define the utilities in terms of a response time threshold, where the utility
of a person living in a certain demand node is 0 or 1, depending on whether or
not there is an ambulance stationed at a base that is closer than the response
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A

B C

1

2 3

(a) Bases and nodes for example 1.

A B C
Base 1 1 0 0

Base 2 0 1 0

Base 3 0 0 1

(b) Coverage of nodes by bases.

Figure 6.1 A set of 3 bases, 1, 2, 3, and demand nodes A, B, C, (left) and their
associated coverages (right), for example 1. The circles represent demand nodes; the
numbers are the base locations. From each base, exactly one demand location can be
reached within the response time threshold.

time threshold. This utility is also known as single coverage.

Example 1

Consider the case where each node can be reached by one base, and each base
can reach exactly one demand node. An example of this is shown in Figure 6.1.
The corresponding utility (i.e., coverage) matrix is given in Figure 6.1b. A utili-
tarian optimum would be to permanently place the ambulance at the base where
it serves the biggest demand. Although this is efficient, it is clearly far from fair.

Instead, consider the case where the ambulance can spend some fraction of
time �

i

at each base i, i = 1, 2, 3. We assume that we can ignore time spent driv-
ing between bases, perhaps because the ambulance moves between bases during
periods of zero call demand, or perhaps because such moves happen infrequently.
Thus, we assume that �

i

gives the probability of the ambulance being at base i
when any emergency call arrives. The utility of an individual at some node is
now given by the fraction of time that they are covered by an ambulance. The
problem of maximizing the Bernoulli-Nash social welfare for this system is given
by:

max fBN = �d

A

1

�d

B

2

�d

C

3

subject to �
1

+ �
2

+ �
3

= 1,

0  �
1

,�
2

,�
3

 1.

Solving this gives a solution �
1

= d
A

,�
2

= d
B

and �
3

= d
C

that maximizes
the Bernoulli-Nash social welfare. Just as in the basic case of Section 6.2,
the proportion of time spent in each node is proportional to the number of
inhabitants served. This is consistent with what we might consider to be a fair
distribution. Next, we show what happens if the situation becomes slightly more
complex.

Example 2
Consider the case where each node can be reached by two bases, and each base
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1

3

2

A

B C

(a) Bases and nodes for example 2.

A B C
Base 1 1 1 0

Base 2 1 0 1

Base 3 0 1 1

(b) Coverage of nodes by bases.

Figure 6.2 A set of three bases, 1, 2, 3, and demand nodes A, B, C, (left) and their
associated coverages (right), for example 2. Each base can reach the two closest demand
locations within the response time threshold.

can reach the two closest nodes. An example of this is shown in Figure 6.2.
In this case, our Bernouli-Nash measure is now maximized by solving

max fBN = (�
1

+ �
2

)

d

A

(�
1

+ �
3

)

d

B

(�
2

+ �
3

)

d

C

subject to �
1

+ �
2

+ �
3

= 1

0  �
1

,�
2

,�
3

 1

The solution depends on how the demand is distributed over A,B and C. For
the simple case d

A

= d
B

= d
C

=

1

3

the optimal solution is �
1

= �
2

= �
3

=

1

3

. This corresponds to a social welfare of fBN =

2

3

1/3 · 2

3

1/3 · 2

3

1/3

=

2

3

. For
comparison, consider a case where one of the nodes has fewer inhabitants than
the rest: d

A

=

1

5

, d
B

= d
C

=

2

5

. The optimal solution in this case is �
1

= �
2

=

0.2,�
3

= 0.6, and the corresponding social welfare is fBN = 0.41/5 ·0.82/5 ·0.82/5 ⇡
0.696. (Note that this is slightly higher than in the case where the demand is
distributed equally over the nodes.) This example shows that the Bernoulli-Nash
SWF favours areas with high demand, but does not leave areas with low demand
completely uncovered.

6.4 Optimization model

This section formally describes the ambulance system we wish to consider and
details the model that optimizes the Bernoulli-Nash social welfare for this system.
We assume that demand for ambulances in a region can be modelled using a set
of demand zones (or nodes) V . Each node i 2 V has a nonnegative demand
fraction d

i

, such that
P

i2V

d
i

= 1. There is a fixed number of ambulances
available, which may be stationed at a given set of base locations.

We define a configuration to be an allocation of ambulances to bases, where
we allow a base to hold multiple ambulances. In this problem, we only wish
to consider a predefined set C of possible ambulance configurations which we
assume the user has constructed.

Our optimisation model requires, as input, the utility u
ic

of each demand zone
i 2 V for each configuration c 2 C. This utility should be a nonnegative number
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that represents the happiness of an inhabitant of node i under configuration c.
Without loss of generality, we assume that the values u

ic

are normalized, so they
lie between 0 and 1.

The utility measure can be defined in whatever manner is suitable for the
practical situation at hand and that incorporates the local rules or laws govern-
ing response times. The utility is typically some function of the response time.
The most common measure might be the expected fraction of incidents in each
demand zone that would be served within the response threshold time under
some ambulance configuration. Alternative utilities may include, for example,
an average response time or a survival probability [17, 54]. In order to determine
these utility values, one needs (at a minimum) an estimated driving time for
an EMS vehicle with lights and sirens between any base and demand location.
Note that travel times for a more comprehensive set of starting locations may be
required if we allow a vehicle to be dispatched to a call while still on the road as
a result of serving a previous call. Throughout this chapter, we will assume that
such estimates are available.

Once an appropriate utility measure has been chosen, the corresponding u
ic

values for all i 2 V , c 2 C, can be computed in a preparatory phase for the set
of candidate ambulance configurations generated by the user. This can be done
in several ways. For example, one can use one of the many available ambulance
location models [22, 71] to estimate utilities at each node for each configuration.
Depending on the complexity of the chosen model, this can give a reasonable
estimate for u

ic

. However, we note that these models always include some sim-
plification and cannot completely capture the complex processes in EMS. Alter-
natively, the values u

ic

may be estimated by simulation. We consider this a more
reliable estimate because it allows explicit modelling of complex issues such as
ambulance availability and the fact that ambulances may be dispatched to calls
while on the road. Practical limitations such as labor legislation may also be in-
cluded. Additionally, a trace-driven simulation (using historic call records) would
further benefit accuracy because using a trace avoids modelling of the incident
arrival process - and the potential corresponding errors.

Once the values u
ic

have been determined, they can be used as input for the
optimization model. The goal is to determine the fraction of time �

c

to spend in
each configuration c 2 C. We allow �

c

= 1, which indicates that we have chosen
just a single configuration for the system. As before, we interpret configuration
c’s time share, �

c

, as giving the probability of the system being in configuration
c when an ambulance is dispatched to a call. Given a solution (�

1

,�
2

, ...,�|C|),
the long-term average utility that a person living in node i receives is given byP
c2C

�
c

u
ic

. Therefore, the Bernoulli-Nash social welfare is given by

fBN(�1

,�
2

, ...,�|C|) =
Y

i2V

 
X

c2C

�
c

u
ic

!
d

i

. (6.1)

We can now form the following non-linear Bernoulli-Nash Time Sharing
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(BNTS) optimization model:

BNTS: max fBN =

Q
i2V

✓P
c2C

�
c

u
ic

◆
d

i

(6.2)

s.t.
P
c2C

�
c

= 1, (6.3)

0  �
c

 1 8c 2 C (6.4)

Before concluding this section, it is useful to consider how fBN should be
interpreted. Clearly this interpretation depends on the user’s choice of u

ic

values.
One possible natural choice is to let u

ic

be the probability of a call at node i being
served on time (i.e. within the response time target) under configuration c. If
we further assume that each individual will make one request for an ambulance,
then fBN is the probability that all the resulting response times will be within
the response time target. By maximizing this probability fBN, we are seeking a
system that best delivers for everyone. This is very different to the traditional
utilitarian objective which will leave some areas uncovered if this helps more
people than it disadvantages.

6.5 Computational results

This section reports the details of a case study in which we compute the Bernoulli-
Nash optimal time shares, applying the BNTS optimization model from Sec-
tion 6.4 to a realistic EMS region. Our numerical work concerns the province of
Utrecht, which was described in Section 2.7. The ambulance provider for Utrecht
uses nineteen base locations (see Figure 3.2). Utrecht consists of 217 postal codes,
see Figure 6.3. The centroids of these regions form our set of demand nodes V .
We define the fraction of demand d

i

in a single node to be proportional to the
number of inhabitants in that postal code.

We consider a fleet of nineteen vehicles that we wish to distribute over the
nineteen base locations that exist in this region. In this case study, we only
want to consider configurations that have a good overall performance, that is, we
want to consider a set of configurations that are near-optimal to the utilitarian
ambulance location problem. One way to do this would be to use solutions to
one or several integer programming models for the ambulance location problem.
However, these solutions can only be considered optimal with respect to the
model itself, which is always a simplification of the problem. Instead, we use a
combination of simulation and local search to find locally optimal configurations
for the utilitarian problem.

We next describe both the simulation model and our local search procedure
in more detail.
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Figure 6.3 Utrecht consists of 217 postal codes; the centroids of these polygons are
used to represent demand nodes. The shaded regions cannot be reached from any base
within the response time threshold. (As discussed in Section 6.5.1, these are removed
from the problem.)

6.5.1 Simulation

We used a discrete event simulation model that was previously described in [55].
The system keeps track of all incidents and vehicles. Vehicle travel occurs on
a network that contains nodes for demand nodes (being postal code centroids),
hospitals and ambulance bases. The simulation uses deterministic lights-and-
siren driving times between nodes as estimated by the RIVM [66, Chapter 3].
Travel speeds without lights and sirens are assumed to be 10% slower.

The simulation generates events for an incident occurring, an ambulance ar-
riving at the scene of the incident, an ambulance leaving for a hospital, an ambu-
lance arriving at a hospital, and an ambulance becoming idle. We drew incident
arrival times from a Poisson distribution with an average inter-arrival time of
6.4 minutes, and drew the incident location based on the demand distribution,
i.e., an incident occurs at node i with probability d

i

, for i 2 V . Each incident
is served by the closest idle ambulance available at that time - including ambu-
lances that are currently on the road returning to base. We approximate the
location of those ambulances on the road by using the longitude and latitude of
each node, and assume that ambulances travel with constant speed in a straight
line between them. Given the estimated travel time between the ambulance’s ori-
gin and destination, as well as the time that has passed since the vehicle left its
origin, we then compute its longitude and latitude and round this to the nearest
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node in V .
After an ambulance arrives at the scene of an incident, it spends a random

amount of time there. This time is drawn from an exponential distribution with
an expectation of twelve minutes. After this time, it is decided whether or not
the patient needs treatment at a hospital (according to a Bernoulli distribution
with probability 0.8). If not, the ambulance becomes available at the scene of the
incident. Otherwise, the ambulance drives to the nearest hospital,2 and spends
an additional drop-off time there (drawn from a Weibull distribution with an
expectation of 15 minutes). Eventually the ambulance becomes available at the
hospital location.

When an ambulance becomes available, we check if there are any unattended
incidents left in the queue. If so, the ambulance is immediately dispatched to
the first call in the queue. Otherwise, the ambulance stays idle, and is sent to its
base location3.

Using this model, we evaluate any given ambulance configuration by simu-
lating 5,000 hours of EMS events. Recall that in the Netherlands, ambulances
should arrive within fifteen minutes. Typically, three minutes are reserved for
handling the call, therefore we use a response time threshold of twelve minutes.
We keep track of the observed utility u

ic

of each demand zone i 2 V by measuring
the fraction of calls there that are reached within 12 minutes.

Using the Bernoulli-Nash SWF raises the theoretical issue that this measure
will always have value 0 if there are demand nodes that cannot be reached on
time. To avoid this, we slightly adapted our problem instance by removing those
demand nodes that are more than 12 minutes away from any base (see Figure 6.3).
Another more nuanced approach might be to use a measure, such as survival
probability, that recognises there is a non-zero value in an ambulance arriving
even if it is outside the response time threshold. We also note that undefined
utility values can arise in practice, because our simulation runs may not generate
any calls in regions with low population counts. A u

ic

value of 1 was used to
handle such cases.

The purpose of this simulation model is twofold. First of all, it is used to
evaluate intermediate solutions in the local search. Second, we use it to determine
the utility per demand node for those solutions that we consider good enough to
be in C.

6.5.2 Local optima
We want to position nineteen vehicles on the nineteen bases of region Utrecht.
As it is possible to position more than one vehicle on a base, there are many
different configurations to choose between. We search for solutions with high
coverage, i.e., where the total fraction of calls reached within the response time
threshold is high. To find these, we implemented a hill climbing algorithm which

2We use a set of ten hospitals, excluding private clinics, that existed in the region in 2013.
3Note that the ambulance might not arrive at this base location, because it may be dis-

patched to be new call before reaching its destination.
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starts with a random distribution of nineteen vehicles over the nineteen base
locations. In each iteration, we change the home base of one of the vehicles.
This possible solution is evaluated by simulation, and the solution is accepted if
it increases the number of on-time responses. Note that vehicles are assumed to
be identical, hence many solutions are equivalent. Therefore, before we evaluate
a solution, we check whether an equivalent solution has been simulated before.
This reduces the total computation time, and allows a local optimum to be found
in approximately eight hours.

We repeat this procedure multiple times, using different starting solutions.
This lead to eleven different configurations (each of which has a high utilitarian
coverage), which together constitute our set of configurations C. A selection of
these local optima is depicted in Appendix 6.A.

6.5.3 Results
This section describes the results of the optimization model (6.2), using the
configurations generated using our local search and their corresponding utilities
as input. The optimization model was solved using the Ipopt solver [115] (an
interior point method solver from COIN-OR) and the model was implemented in
Julia/JuMP [72].

Maximizing the Bernoulli-Nash social welfare leads to the following time
shares: �

3

= 0.1984, �
8

= 0.1864, �
9

= 0.2351 and �
11

= 0.3800. The other
configurations are not used. This Bernoulli-Nash solution has a social welfare
fmax

BN = 0.8525. To better understand this solution, it is helpful to contrast it
with more traditional utilitarian solutions. We do this next.

6.6 Multi-objective optimization model
In this section we investigate how the Bernoulli-Nash social welfare is related
to the often-used utilitarian social welfare4. This is done using the same set of
eleven near-optimal configurations as before. However, we now consider both
the Bernoulli-Nash social welfare and the utilitarian social welfare to be of inter-
est, and so we have a multi-objective optimization problem. We term this the
Bernoulli-Nash Utilitarian Time Sharing (BNUTS) problem:

BNUTS: maximize
✓
fU

fBN

◆
=

0

B@

P
i2V

d
i

P
c2C

�
c

u
ic

P
i2V

(

P
c2C

�
c

u
ic

)

d

i

1

CA (6.5)

subject to
P
c2C

�
c

= 1, (6.6)

0  �
c

 1 8c 2 C. (6.7)
4Note that since we defined utilities in terms of a response time threshold, the utilitarian

social welfare is equal to the total coverage of the region.
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We can use the " method [37] to compute Pareto-optimal solutions for this
BNUTS problem. Formally, we say that a solution �0

= (�0
1

,�0
2

, ...,�0
11

) dominates
another solution � = (�

1

,�
2

, ...,�
11

) if either fU(�
0
) > fU(�), fBN(�

0
) � fBN(�)

or fU(�
0
) � fU(�), fBN(�

0
) > fBN(�). We say that a solution � is efficient if there

is no other solution that dominates it. We can obtain a discretized set of efficient
solutions by solving a sub-problem BNUTS("BN) which maximizes fU subject to
a lower bound fBN � "BN, as follows:5

BNUTS("BN): maximize
P
i2V

d
i

P
c2C

�
c

u
ic

(6.8)

subject to
P
i2V

(

P
c2C

�
c

u
ic

)

d

i � "BN, (6.9)
P
c2C

�
c

= 1, (6.10)

0  �
c

 1 8c 2 C. (6.11)

We solved BNUTS("BN) for "BN 2 {0.8525, 0.8512, 0.8498, 0.8484, 0.8390},
where the first "BN = 0.8525 value is the single-objective maximum fmax

BN for
the Bernoulli-Nash solution found in Section 6.5.3, and the other values were
chosen experimentally to give a good characterisation of the Pareto front. We
observe that solving for "BN = fmax

BN gives a lexicographically optimal efficient
solution in which fBN achieves its best possible value. We found the other lex-
icographic solution, being the efficient solution where fU achieves its maximum
fmax

U = 0.9100, by simply choosing the configuration c 2 C giving the largest fU

and then observing that only one such configuration existed and thus the solution
was efficient.

The efficient solutions we found are summarized in Table 6.1, which shows
for example that configuration 8 has the highest total coverage. Furthermore,
maximizing the Bernoulli-Nash social welfare fBN requires four different config-
urations to be combined, but relaxing the bound on the Bernoulli-Nash social
welfare fBN reduces this to three or two configurations. These solutions result in
the Pareto frontier depicted in Figure 6.4.

We observe that our efficient solutions make use of only a small number of
ambulance configurations. Such solutions may appeal to an ambulance organisa-
tion as it may be easier to operate a system with fewer configurations. To explore
this, we examine the system performance when the two policies that receive the
largest time shares in the Bernoulli-Nash optimum are combined. (These are
configurations 9 and 11.) To that end, we construct different solutions by taking
time share �

9

2 {0, 0.1, 0.2, . . . , 1} and �
11

= 1� �
9

. We compute the utilitarian
and Bernoulli-Nash social welfare of each solution. These are depicted in Fig-
ure 6.5. The solution with �

9

= 0 was omitted from the graph because it has
a Bernoulli-Nash social welfare of 0. We note that solutions with �

9

> 0.4 are
5We actually solved an equivalent problem in which (6.9) was modified by taking the loga-

rithms of both sides, and converting the sense to .
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fU 0.9074 0.9094 0.9098 0.9099 0.9100 0.9100⇤
fBN 0.8525⇤ 0.8511 0.8498 0.8484 0.8390 0.8337
�
3

0.1984 0.3459 0.3354 0.1286 0.0008
�
8

0.1865 0.4459 0.6646 0.8714 0.9992 1.000
�
9

0.2351
�
11

0.3800 0.2082

Table 6.1 Six solutions that are Pareto efficient. Only non-zero �
i

values are shown.
Where an objective function value fU or fBN is marked ⇤, it indicates that this is the
maximum possible value for this objective, and thus this column denotes a lexicographic
solution. Note that some values differ in decimal point values that are not shown.
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Figure 6.4 Pareto efficient solutions for the region Utrecht, with respect to the util-
itarian social welfare fU and Bernoulli-Nash social welfare fBN.

dominated (in a multi-objective sense) by solutions with �
9

 0.4, and so there
would be no value in operating such solutions.

Figure 6.6 shows the results for a similar analysis in which we consider the
three configurations (configurations 3, 9 and 11) used most frequently in the
Bernoulli-Nash solution. We consider all combinations for which �

3

,�
9

,�
11

2
{0, 0.1, 0.2, . . . , 1} and �

3

+ �
9

+ �
11

= 1. For each combination, we compute
the utilitarian and the Bernoulli-Nash social welfare. These are depicted in Fig-
ure 6.6. Note that the utilitarian social welfare fU changes linearly with �

3

,�
9

and �
11

, as it is a convex combination of the associated fU values. The Bernoulli-
Nash social welfare has a more complex dependence on �

3

,�
9

and �
11

leading
to an apparently convex surface which results in some of the solutions being
dominated by other solutions.
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Figure 6.5 Sharing time between policy 9 and policy 11. �9 varies between 0.1
(highest point) and 1 (lowest point).
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Figure 6.6 The utilitarian and Bernoulli-Nash social welfare for time sharing policy
3, 9 and 11 in different ratios. Solutions with a welfare of 0 were omitted.

6.7 Discussion

In this chapter we viewed the ambulance location problem from a time sharing
perspective. We proposed to mix between different ambulance configurations to
increase the fairness of the system. The optimal mix is found by computing the
maximum of the Bernoulli-Nash social welfare, a nonlinear optimization prob-
lem. In our case study, we show a novel approach that combines simulation and
optimization. This section discusses alternatives for the choices made in our ap-
proach, as well as possibilities for extending this work. There is no single best
way to define utilities. In the small examples in Section 6.2, we simply used a
0-1 function indicating if there is an ambulance positioned within reach of the
demand node, also known as single coverage. Conversely, in our case study in
Section 6.5, we defined the performance in terms of a probability of being reached
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within a response time threshold. Which utility one wants to use may depend
on the region and the local rules applicable.

A positive aspect of our problem formulation is that computing the utilities
for each demand node and configuration can be done in a preparatory phase,
before starting the optimization. This allows for performance indicators that are
too hard to compute, to be estimated by simulation instead (as we showed in
Section 6.5).

Our problem formulation makes it possible to incorporate results from prac-
tice: if an ambulance provider has applied a certain configuration in practice in
the past, the performance indicators may be derived from the historical data.

This paper only considers static ambulance configurations. That is, in a cer-
tain configuration each ambulance has its own home base, from which it always
responds. Alternatively, one may consider using dynamic ambulance redeploy-
ment policies (e.g., [2, 45, 77, 78, 102]). It is also possible to do time sharing
in this setting: one can compute the Bernoulli-Nash optimum combining several
dynamic policies, or a mix between dynamic and static configurations.

One way to extend our model is to apply robust optimization. This would be
a way to handle estimation errors for the values of u

ic

. (For an introduction to
robust optimization, see [14].)
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Appendices

6.A Locally optimal configurations
This appendix shows two of the near-optimal ambulance configurations for the re-
gion Utrecht found by local search. The configurations are depicted in Figure 6.7
and the corresponding coverage of the demand nodes is shown in Figure 6.8.
Note that we plotted the squared coverage because it shows the differences be-
tween configurations better. Figure 6.8 shows that the Northwest and Southwest
corners of the region receive relatively poor coverage in configuration 5, while
configuration 9 performs worse in the Northeast.

120000 140000 16000044
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46
00
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120000 140000 16000044
00
00

46
00
00
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Figure 6.7 A graphical representation of two near-optimal configurations. Each node
represents a postal code. Grey: 0 ambulances, Red: 1 ambulance, Blue: 2 ambulances,
Black: 3 ambulances
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Figure 6.8 Showing the squared fraction of on time arrivals per postal code in
Utrecht, as observed for each configuration in a simulation of 5,000 hours. The area
of the node scales with the fraction of inhabitants in that node. Nodes that cannot be
reached from any base were not depicted.
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